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Introduction

This document is intended to give some basic notes in order to work with the ABACO cluster located at the
IQS facilities (Barcelona). Section 1 is a small introduction to the cluster parts, section 2 shows the access
methods and following sections are dedicated to simulation launch procedures.

Assuming knowledge about what a computing cluster is, you can expect multiple computers connected to
each other in order to calculate lots of operations with less time than if we had those machines separately.

The ABACO computing cluster was installed in 2017.

The cluster was upgraded in 2020 with additional computing
nodes.

The cluster was upgraded in 2021 with a dedicated storage
node.

5 high-performance computing nodes: c0, c1, c2, c3, c4, c5.

192 computational cores in total (12 Intel® CPU, 16
cores/each)

5 high-profile GPU units (RTX 2080 and RTX 1080)

208 GB total RAM

7 TB disk capacity.
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In general, the main parts of a computing cluster are:

e Front-end server
o This is the server where users login. Every user has his personal workspace and useful

tools such compilers, editors, etc.

The user’s home folder is mounted on /home /SUSER

Tasks are prepared at the front-end and submitted to a queue management system (see).
Tasks are executed in the computer nodes.

Name of the ABACO front-end server: abaco-nx

Access to the front-end server is only allowed from internal IQS network (physically or VPN).

e Computing servers
o Every computing server executes submitted jobs from the front-end server.
o Name of the ABACO computing servers: c0, cl1, c2, c3, c4andc5
o Login to computing servers should be avoided (only accessible from the front-end server)

e Storatge server
o Large storage disks are available on a separate server.
o Login to storage servers is not allowed.
o The storage filesystem is mounted on /homessd. Every user has a folder in this partition.

In ABACO, both frontend and computing servers share the user’'s home folder (/home/$USER). The

storage folder has its own path (/homessd/$USER) and is also shared between nodes.

CLUSTER

COMPUTING
SERVERS

FRONTEND
SERVER

FILESYSTEM SERVER
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The current hardware configuration of the ABACO cluster is:

e 1 front-end server: abaco-nx

¢ 5 high-performance computing nodes: c0, c1, c2, c3, c4, c5.

e 1 storage server

e 192 computational cores in total (12 Intel® CPU, 16 cores/each) and
¢ 5 high-profile GPU units

e 208 GB total RAM

e 19 TB disk capacity.

There are different computing nodes configurations, to meet different usage requirements:

e 3 x nodes type 1: (c0, c1, c2)
o 16 GB RAM
o 2 xIntel® Xeon® CPU E5-2620 v4 @ 2.10GHz (16 cores)
o 2 x NVIDIA GeoForce GTX 1080

¢ 1 x node type 2 (updated January 2020): (c3)
o 32 GBRAM
o 2 xIntel® Xeon® CPU E5-2620 v4 @ 2.10GHz (16 cores)
o 2 x NVIDIA GeoForce RTX 2080

¢ 1 x node type 3 (updated January 2020): (c4)
o 96 GB RAM
o 2 X Intel® Xeon® CPU E5-2620 v4 @ 2.10GHz (16 cores)
o 1 x NVIDIA GeoForce RTX 2080

¢ 1 x node type 4 (updated January 2020): (c5)
o 32 GBRAM
o 2xIntel(R) Xeon(R) Silver 4208 CPU @ 2.10GHz (16 cores)
o 1 x NVIDIA GeoForce RTX 2080

¢ 1 x storage node (updated July 2021)
o 64 GB RAM
o 1xAMD EPYC 7282 CPU @ 2.80 GHz (16 cores)
o 12 TB disk



ABACO. Welcome Document IOS
s mar avon L |

First of all, you must contact the cluster responsible in order to grant you access to the system.

Your IQS username and password are the credentials you will use to access ABACO.
Pre-requisites:

e Terminal access
o You can use any ssh client to connect to the service.
o InLinux almost all distributions have a preinstalled ssh client.
o In MacOSX you have also a ssh client in iTerm
o In Windows you can use WSL2 and WindowsTerminal
= Legacy options: Putty (ssh client) or Mobaxterm (cygwin terminal with a ssh client)

¢ Graphical/Desktop access
o You can use Windows WSL2, Linux and MacOSX ssh clients with -X forwarding
= Windows Legacy option: x2go client

e File transfer
o You can use the terminal to transfer files (scp command, see bellow)
o Oryou can use GUI applications such as WinScp

Both access modes use the SSH protocol for secure connections. These are the connection details:

Host / IP e

Port (TCP) 22

Services SSH, SCP, SFTP and x2go
Authentication method IQS username/password
Desktop (only x2go) XFCE

To connect to ABACO cluster:

ssh user.igs@ -
To transfer files to the cluster or from the cluster:

scp my data.tgz user.iqs@-: PROJECTO01/
scp -r user.iqs@-:PROJECTOl/resultsOOI


mailto:abaco@iqs.url.edu
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There are three types of applications that can be installed and used in a computing cluster, such as ABACO.

¢ System packages and tools.
o Common and stable applications and tools are already installed at a system level.
o These are available to all users directly from the command line.
o If a standard tool or system application is missing, installation should be required to system
administrators.

e Scientific software, libraries, compilers...
o Software and compilers relevant to ABACO users are already installed at the modules level.
o Modules allow handling different versions of the same software. A software version must be
activated before it can be used from the command line.
o If relevant software is missing, installation should be requested to administrators.

¢ Repositories (python, R, ...)
o Packages from scripting language repositories such as pip, conda, CRAN, ...
o These are to be installed locally by each user.
o Usage of virtual environments is highly recommended.

Practical Tip 1: Try executing the software you want to run. If the command is not found, search for it in the
modules. If it is still not running, try activating the virtual environment that may contain it.

Practical Tip 2: If the tool you require is available in conda repositories, create a virtual environment and
install it with conda.

Working with modules (system base virtual environments)

You can list the available software with this command:

> module avail

——————— /usr/local/etc/modules/ —————————————— - - ——— oo
amber/14 cuda/7.5 cuda/8.0 custom/phylip
lammps/17Novl16 openmpi/gnu-cuda75 openmpi/gnu-cuda8

You can load or unload one of them:

> module load cuda/8.0
> module unload cuda/8.0

You can restore back the initial environment:

> module purge
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Working with python virtual environments (miniconda)

In the current ABACO configuration, it is recommended to use virtual environments configured locally in
each user* workspace (i.e. /home/SUSER/miniconda3 folder). The light version of the conda package
and environment management system (miniconda) is recommended.

Toinstall miniconda: (check Anaconda documentation for updated installation instructions)
cd
mkdir -p ~/miniconda3
wget https://repo.anaconda.com/miniconda/Miniconda3-latest-Linux-
x86 64.sh -0 ~/miniconda3/miniconda.sh
bash ~/miniconda3/miniconda.sh -b -u -p ~/miniconda3
rm ~/miniconda3/miniconda.sh
To speed up future logins, it is recommended to prevent the base environment to be activated by default:

conda config --set auto activate base false

Logout and login again from the cluster for the changes to take effect.

To create a virtual environment,
conda create -n igsenv
To activate a virtual environment,

conda activate igsenv

To install packages from python repositories, use either pip (pure Python packages and source code
compilations) or conda (multiple languages and precompiled binary files). It is highly recommended to
install packages or tools within a virtual environment.

pip install
conda install

To deactivate a virtual environment,
conda deactiavate
*IMPORTANT NOTE: it is advised to share virtual environments among users, especially within members
of the same research group.
To use the conda virtual environments from another user, run the following command:

conda activate /home/another.user/miniconda3/envs/my env
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Custom R packages installation

R, rstudio and Rscript are already available at the system level to all users.
R packages can be installed within an R script (install.packages function).

R packages must be installed locally in each user* workspace (i.e. ’/home/$USER/Rpackages folder). An
environment file (/home/$USER/Renviron) defining the local path to R packages must be created:

R _LIBS=/home/$USER/Rpackages:/home/another.user/Rpackages

* Important notice: it is advised to share packages folders among users, especially within members of the
same research group.
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Running applications interactively on the front-end is not allowed. It should be restricted to managing and
editing files. Long program executions should be configured and allocated in a job script which will run the

different tasks non-interactively.

A job scheduler (slurm workload manager) is used to allocate simulations (jobs) to the computing
nodes. The job scheduler sends the job from the ABACO frontend server to any computing node available
according to the current usage of cluster resources. When all resources are busy, newer jobs will wait until

older jobs finish their processes.

0S

You can see the status of the service with main commands sinfo and squeue:

sinfo

PARTITION AVAIL

standard* up
standard* up
standard* up
standard* up

TIMELIMIT

infinite
infinite
infinite
infinite

NODES STATE NODELIST

down* c[4]
alloc c[1, 3]
mix# c2
idle cI[0,5]

N =N

This command shows the status and availability of the different computing nodes. In this example:
e c1and c3 have been fully allocated to running jobs.
e c2 has been allocated by one or more jobs (but not fulfilled), it still can accept new jobs.

e c0and c5 are idle, it can accept new jobs.

e c4is down. Contact the system administrator to turn it on again.

squeue

JOBID PARTITIONNAME

545
546
550
558

standard
standard
standard
standard

USER ST TIME NODES NODELIST (REASON)
CalcA pepito R 0:25:00 1 cl
CalcB pepito R 1:25:00 2 cl[2,3]
CalcC peptio PD 1
RscrA menganito R 0:05:30 1 c4

This command shows the list of jobs submitted to the queue system. In this example:
e peptio user has 2 jobs currently running at nodes c1, c2 and c3
e pepito user has 1 job pending, waiting for resources to be free for allocation.
e menganito user has 1 job running at node c4
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Job Script

A job script is a plain text file that contains the information to send simulations to the computing nodes.
There are two pieces of information to be provided:

o Requested resources (CPU cores, memory, execution time, ...).
e Series of taks and applications to perform the simulation.

A basic example of a job script file (see job.TEST):

#!/bin/bash

#SBATCH --Jjob-name=test

#SBATCH --partition=bio

#SBATCH —--time=24:00:00

#SBATCH --nodes=1

#SBATCH --ntasks=16

#SBATCH --gres=gpu:l

#SBATCH --mem=8000

#SBATCH --output=outputs.%N.%j.out
#SBATCH --error=errors.%N.%$j.err

module load cuda/11.1

pwd

date

echo “Runing tasks...
mkdir test001

”

cd test001
sleep 50
touch 50 seconds later.txt
cd ..
echo “Execution completed! Such a nice result!”
date

echo “Job duration: $SECONDS seconds”

The requested resources section is provided at the top of the job script file. This job will request 1 computing
node with 16 CPU cores and 1 GPU freely available with 8GB of available memory. The execution time will
be limited to 24 hours.

Some recommendations to configure the resources section:
¢ Use one single node (--nodes=1), maximum 32 cores (--ntasks=32).
e |f your application is not parallelized, restrict to 1 core (--ntasks=1).
¢ Adjust the memory to your real requirements (--mem=8000).
¢ When possible, limit executions to 24/48 hours (--time=48:00:00) to allow a fair access to the
resources to all users.
¢ Indicate the partition you belong to (--partition=bio,eqcm,qof,stat,eind).

You can find additional resources configuration in the job . DEMO script.
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To submit a job script to the job scheduler (queue):

sbatch job.TEST

Check the proper submission of your job:

squeue
JOBID PARTITION NAME USER ST TIME NODES NODELIST (REASON)
15014 bio test user.igs R 0:03 1 cl

The job has been properly submitted and is already running at node c1.

Each job has its own ID. To cancel a job from the queue (running or idle):

scancel 15014

The tasks of the job are executed in the same folder where the job has been submitted from. Three different
types of files are generated during the job execution:

e outputs.cl.15014.out This file contains all the standard outputs messages that are
generated during the tasks execution.

e errors.cl.15014.err This file contains all the standard errors messages that are generated
during the tasks executions.

e Task files & folders All files and folders generated by the simulation tasks in the job. If you
want to store this data in a different folder, simply change directory
accordingly as part of the job tasks.

Since the user home folder partitions (/home and /homessd) are shared between the front-end and
computing nodes, you can check the evolution of your job by checking the different files with tail:

tail -f outputs.cl.15014.out

Additional information about the slurm workload manager can be found at:

IMPORTANT NOTE: Although there are alternative ways to manage jobs in s1urm, we request ABACO
users to adhere to using similar job scripts as the example provided here. Share your job scripts!


https://slurm.schedmd.com/
https://slurm.schedmd.com/pdfs/summary.pdf
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Running tasks within a python virtual environment

To run a python script or program within an existing python virtual environment, you must initialize the
conda() function in the job script. You can use your own miniconda3 installation. If you don't have it, use it
from another user:

# Initializing conda () function:
__conda_setup="$('/home/xavier.biarnes/miniconda3/bin/conda’' 'shell.bash'

'hook' 2> /dev/null)"
if [ $? -eq 0 ]; then

eval "$ conda setup"
else

echo "Something went wrong. Check miniconda3 folder in the job script."
fi

And activate the environment corresponding to your desired task:

conda activate my envo

or
conda activate /home/another.user/ miniconda3/envs/other env

You can find an example of usage in job.ALPHAFOLD
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Running parallel tasks

There are three ways to execute tasks and applications that have been implemented for a parallelized
execution:

e OpenMP

e MPI

e Multiple batch executions

OpenMP parallelization is based on multi-thread execution (multi-core) in a single node. Threads share
resources and access shared memory. For this type of execution, simply allocate multiple cores within a
single node (--ntasks>1 and --nodes=1). Software must have been compiled for OpenMP
parallelization (--openmp flag). No additional actions are needed to execute the taks.

MPI parallelization is based on multi-process execution (multi-core) in multiple nodes. Each process has
its own memory space and executes independently. For this type of execution, simply allocate multiple
cores within one or more than one node (--ntasks>1 and -nodes>=1). Software must have been
compiled for MPI parallelization. Tasks must be execuded in the following way:

module load openmpi/gnu-cudall.l
mpirun -np 64 my app mpi

Although MPI executions are allowed, we don’t recommend them for production given the limited network
capacity of the server. This can be used for testing before moving to larger computer facilities such as
MareNostrum V, Pirineus lll, Cineca...

Multiple batch execution is based on multiple-independent-task execution (multi-core) running in multiple
nodes. All tasks are independent to each other and are executed simultaneously within the same job script.
The procedure is equivalent to a single batch job script, but with repetitive executions of the same main
task. For example,

my app batch 00l.data
my app batch 002.data
my app batch 003.data
my app batch 004.data
my app batch 005.data
wait

batch 001.out
batch 002.out
batch 003.out
batch 004.out
batch 005.out

vV V. V V V
2 22 &2 22

This is highly efficient and linearly scales with the total number of cores. It is a convenient approach when
large amounts of data are to be processed. In general, if you have long loops in your code that generate
independent results, these loops can be split into shorter loops and executed simultaneously in the multiple
batch execution mode.

You can find all these examples of usages in job.DEMO
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Running interactive jobs

In the event you need to use an interactive session in a graphical user interface (rstudio, matlab, ...)
you can no longer use the job script and sbatch command. Alternatively, you can directly send the
command to the computing queue.

srun -c¢ 2 —--mem 10000 --gres=gpu:l --x11 RStudio
IMPORTANT NOTE: Do not launch graphical user interfaces at the front-end!! (rstudio, matlab, ...)
This will slow the machine to everybody.
In this scenario it is very important that you specify a limit execution time and duly turn off the graphical

user interface once you completed the calculation. Otherwise, you will be blocking access to the resources
to other users.
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Monitoring

You'll find a web utility to monitor the computing resources at httg://- ganglia/

abaco aggregated load_one last hour ]

07:30 07: 40 07:50

B abaco-nx Oco Ba Ec2 B c3 W ca
Avg Total: 2.23 Current Total: 0.00

Avg Average: 0.45 Current Average: 0.00

abaco load_one |ast hour sorted by name

Metric | load_one v | Show Hosts Scaled: Auto ‘ Same None Size |small v| Columns [4 v| (0 = metric + reports)
Show only nodes matching } Filter = Max graphs to show [all v| Sorted ascending descending | by name
abaco-rx © a a
abaco-nx & c0 2 cl 3 c2 2
2.0 & 2.0 & 2.0 5 2.0
1.0 10 2 1.0 10 ]
0.0 = 0.0 o 0.0 0.0 =
07:20 07: 40 08: 00 i 07:20 07:40 08:00 ] 07:20 07: 40 08: 00 07:20 07: 40 08:00 g
a a
c3 g c4 2
2.0 2.0
1.0 1.0 g
0.0+ o 0.0+ E:
07:20 07:40 08:00 i 07:20 07: 40 08: 00 ]
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